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Abstract

Protecting privacy in sensor networks poses new chal-
lenges because of the potential incompatibilities between
new privacy-preserving mechanisms and mechanisms al-
ready implemented in sensor networks (such as in-network
data aggregation). To address this problem, we propose in
this paper a set of new privacy-preservation data aggrega-
tion schemes. Different from past research, our solutions
have the following features: supporting data aggregation
for a variety of queries; providing privacy protection for
both individual data and aggregate data; being resilient to
any number of node collusion; being highly efficient.

1 Introduction

Wireless sensor networks [1,2] have been a popular mon-
itoring facility in our daily life. They can be deployed in
factories, office buildings, hospitals or homes to monitor
the working status of machineries, the air, light, noise, or
temperature conditions of rooms, the water and electricity
consumptions of homes, or the pulses and blood pressures
of human beings. Along with convenience and other attrac-
tive features brought by these applications, the concern of
private information leakage has also been raised.

In conventional distributed systems, privacy-
preservation can be accomplished by employing cryp-
tographic mechanisms. The methodology, however,
may not be applicable to sensor networks because the
cryptographic mechanisms may be incompatible with
energy efficiency mechanisms already implemented in
sensor networks such as in-network data aggregation [3–7].
With in-network data aggregation, each sensor node
aggregates the data generated by itself and those that it
receives, and forwards only the aggregated data. Here,
typical aggregation functions include SUM, AVERAGE,
MAX/MIN, Median, Histogram, and so on [3]. By em-
ploying in-network data aggregation, the amount of data
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communicated in the network can be significantly reduced,
which consequently decreases bandwidth consumption and
energy depletion. To enable in-network data aggregation,
sensor nodes should be able to access data items that they
forward. For this sake, sensory data may be either in
plaintext, or encrypted with keys that known by the for-
warding nodes. However, data transmitted in plaintext can
be eavesdropped by both forwarding nodes and outsiders.
Encrypting data with keys known by forwarding nodes
can stop outsiders from eavesdropping but cannot prevent
forwarding nodes from doing so.

The problem of resolving the aforementioned incompat-
ibility between privacy preservation and data aggregation
has not received adequate attention from researchers un-
til recently, He et al. [8] proposed two pioneering privacy-
preserving data aggregation schemes, the cluster-based pri-
vate data aggregation (CPDA) scheme and the slice-mix-
aggregate (SMART) scheme, for additive data aggregation.
Both schemes rely on the collaboration between neighbor-
ing nodes to hide the actual data reported by each individual
node. Particularly, in CPDA, sensor nodes randomly form
clusters, and sensor nodes within the same cluster collec-
tively compute the aggregate value. Two rounds of inter-
actions are required: first, each pair of sensor nodes in the
same cluster exchange one data item derived from their own
sensory data; second, each sensor node broadcasts to other
sensor nodes in the same cluster another data item derived
from the data it received in the previous round. In the im-
proved SMART scheme, each sensor node only needs to ex-
change data for once with some nearest sensor nodes; that
is, each sensor node slices its sensory data into a certain
number (say, n) of pieces, and the pieces are then securely
distributed to n − 1 nearest sensor nodes for aggregation.

Both CPDA and SMART schemes have their limita-
tions. They can only tolerate the collusion of up to a cer-
tain threshold number (i.e., the number of sensor nodes in a
cluster minus two for CPDA, and the sum of out-degree and
in-degree minus one for SMART) of sensor nodes. If more
than the threshold number of sensor nodes collude, these
sensor nodes may collaboratively reveal the private infor-



mation of some others. Although the threshold can be raised
by expanding the size of clusters for CPDA or increasing the
number of slices for SMART, it will result in higher com-
munication overhead. In addition, the proposed schemes
support additive data aggregation, but cannot protect other
types of data aggregation functions such as MIN/MAX, Me-
dian, Histogram, etc.

To address the above issues, we propose in this paper
a set of generic, efficient and collusion-resilient privacy-
preserving data aggregation solutions. Particularly, to pre-
serve privacy for the queries targeted at special sensor data
or sensor data distribution (e.g., MIN/MAX, Sum, Average,
Median, Histogram, and so on), we propose in this paper
perturbed histogram-based aggregation (PHA) schemes. In
the basic version of the PHA scheme (called b-PHA), data
reported from sensor nodes are aggregated to form a his-
togram with a certain desirable granularity; perturbations
are added to the histogram such that any sensor node cannot
see or infer either the histogram or the individual data items
reported by sensor nodes. Based on received histogram, the
sink can then derive the approximate results of particular
queries such as MIN/MAX, Sum, Median, etc. To keep the
perfect privacy preservation property of the b-PHA scheme
and meanwhile reduce the bandwidth consumption, we fur-
ther design advanced PHA schemes, namely, a function-
assisted PHA scheme and a hybrid PHA scheme. The de-
sign is based on the idea for trading computational cost at
the sink for less communication cost at sensor nodes, which
is favorable for sensor networks where communication is
much most costly than computation. In [9], we also propose
schemes to preserve privacy for queries targeted at particu-
lar sensor nodes (e.g., querying the IDs of the nodes whose
readings are within a certain range, etc.). Simulations are
conducted to evaluate our proposed schemes. The results
show that our proposed advanced schemes achieve nearly-
ideal efficiency.

The rest of the paper is organized as follows. Section 2
describes the system model. Section 3 elaborates our pro-
posed schemes. Section 4 reports the analysis and evalua-
tion results. Finally, Section 5 concludes the paper.

2 System Model

Network Assumptions We consider a sensor network
that consists of N sensor nodes, each with a unique ID
picked from {1, · · · , N}, and a sink (e.g., a base station).
Each sensor node monitors its direct environment and gen-
erates data. The sink is aware of the number and IDs of
currently alive sensor nodes, and has much powerful com-
putation, storage and communication capabilities than sen-
sor nodes.

Each sensor data item is an integer ranging from 0 to
some upper bound denoted as Ud. Note that, even though

some data (e.g., temperature, humidity, noisiness, etc.) may
not be integer in its original form, they can be transformed
to integers. Sensor nodes and the sink form a tree. Re-
sponding to each query broadcast by the sink via the tree
downwards, sensor nodes forward their replies back to the
sink via the tree upwards. During the course of forward-
ing replies, each non-leaf sensor node aggregates the data
from all of its descendants together with its own data, and
only forwards the aggregation result to its parent node. We
assume that if some sensor nodes fail to reply, this will be
detected by some upstream nodes on the tree, and the IDs
of these fail-reporting sensor nodes will be sent to the sink.
Therefore, our proposed schemes do not consider this issue.

Security Assumptions and Design Goals We assume
that the sink is trustworthy while any sensor node could
be compromised. After a sensor node is compromised, it
may attack the network arbitrarily. Since this paper focuses
on addressing the incompatibility between in-network data
aggregation and data privacy protection, we only consider
the attacks that outsiders or compromised sensor nodes
eavesdrop sensor data, and/or reveal the data they re-
ceive/forward to the adversary. For other security issues
in data aggregation, readers may refer to [4, 10, 11].

Design Goals We aim to achieve privacy preservation by
accomplishing the following objectives.

• Privacy/confidentiality of querying results: The data as
queried results shall not be exposed to any sensor node.
For example, in the query for MIN/MAX, the actual
minimum or maximum data item returned shall be kept
secret from any sensor node; in the query for sensor
data histogram, the actual distribution of sensor data
(histogram) shall also be kept secret from any sensor
nodes.

• Privacy of raw and intermediately-aggregated data:
The data reported by any individual sensor node (we
call raw data) shall be known only by the sensor node
itself; this also implies that the links between reported
data items and the reporting sensor nodes shall be kept
secret. The actual intermediately-aggregated results
(i.e., the aggregated result of the data reported by any
set of sensor nodes) shall be kept secret from any sen-
sor node.

• Efficiency: The designed privacy-preservation
schemes shall incur as low overhead as possible.
Based on our system assumption, the sink has much
powerful computation, storage and communication
capabilities than sensor nodes. Therefore, our designs
are more concerned the overhead at sensor nodes
rather than that at the sink.



3 Proposed Privacy-Preserving Data Aggre-
gation Schemes for Data-Targeted Queries

In this section, we present privacy-preserving data aggre-
gation schemes to support queries targeted at sensor data,
for example, querying the minimum/maximum value of all
sensor readings (MIN/MAX), querying the median value of
all sensor readings (Median), and querying the distribution
of all sensor readings (Histogram).

3.1 b-PHA: Basic Perturbed Histogram-
based Aggregation

With b-PHA, a data-targeted query is performed in two
steps: first, the distribution of all sensor readings (i.e., sen-
sor data histogram) is queried; second, the answer to the
particular query is computed based on the histogram. Dur-
ing the query, perturbation technique is applied to hide the
actual individual readings and the actual aggregate results
sent by sensor nodes. In the following, we use the example
of querying the median value among all sensor readings to
describe the scheme.

System Preparation before Node Deployment The b-
PHA scheme requires that, every sensor node (say, node
u, where u is the unique ID of the node) is preloaded with
a unique secret number, denoted as su. Here, su is known
exclusively by the sink and the node u itself. In addition,
each sensor node is preloaded with a secure one-way hash
function, denoted as h(.), which maps a bit string to a value
between 0 and N − 1.

Query Launch at Sink Suppose the sink wants to query
the median value of all sensor readings with an accuracy
requirement that, the difference between the queried median
value and the actual value should not be greater than σ

2 . The
sink sends out the query message. 〈Query, σ, X〉, where
X is a nounce uniquely associated with this query, and it is
used to prevent the adversary from launching replay attacks.

Data Replying and Aggregation at Sensor Nodes Upon
receiving the above query message, each sensor node u re-
sponds differently based on whether or not it is a leaf node.

Case I (if node u is a leaf node). Node
u responds by replying the following message:
〈Reply, Nu,0, · · · , Nu,n−1〉, where n = �Ud

σ �, and
each Nu,i (i = 0, · · · , n − 1) is computed as follows:

• If the reading at node u is in range (i∗σ, (i+1)∗σ] (or
[0, σ] for i = 0), then Nu,i = [1+h(u|X |i)] MOD N .

• Otherwise, Nu,i = h(u|X |i) MOD N .

Case II (if node u is not a leaf node). Node u first waits
until it has received replies from all its children, denoted

as 〈Reply, Nj,0, · · · , N j,n−1〉, where j = 0, · · · , mu − 1
and mu is the number of children of node u. Then, node
u replies message 〈Reply, Nu,0, · · · , Nu,n−1〉, where each
Nu,i (i = 0, · · · , n − 1) is computed as follows:

• If the reading at node u is in range (i ∗ σ, (i + 1) ∗ σ]
(or [0, σ] for i = 0), then Nu,i = [1 + h(u|X |i) +∑mu−1

j=0 N j,i] MOD N .

• Otherwise, Nu,i = [h(u|X |i) +∑mu−1
j=0 N j,i] MOD N .

Post-Query Processing at Sink Suppose the sink has
m0 children nodes, and thus it will receive m0 mes-
sages denoted as 〈Reply, Nj,0, · · · , N j,n−1〉, where j =
0, · · · , m0 − 1. Based on these messages, the sink can
figure out the distribution of sensor readings. Specifi-
cally, the number of sensor readings belonging to rangle
(i ∗ σ, (i + 1) ∗ σ], denoted as Ni (i = 0, · · · , n − 1), is

{
m0−1∑

j=0

N j,i −
N∑

u=1

h(u|X |i)} MOD N.

From the obtained distribution of sensor readings, the
median value can be found out as

(k +
1
2
) ∗ σ, s.t.,

k−1∑

j=0

Nj <
N

2
∧

n∑

j=k

Nj ≥ N

2
.

Note that, the actual median value must be in the range of
(k ∗ σ, (k + 1) ∗ σ]. Therefore, the difference between (k +
1
2 ) ∗ σ, the obtained median value, and the actual median
value is not greater than σ

2 .

Table 1. Comparing the bandwidth consump-
tion of b-PHA against that of the ideal design
(Note: for each item x(y), x represents the consumption of
b-PHA and y represents the consumption of the ideal de-
sign; the unit is bit.)

N=128 N=256 N=512 N=1024

n=16 112 (70) 128 (85) 144 (101) 160 (116)
n=32 224 (112) 256 (142) 288 (172) 320 (204)
n=64 448 (172) 512 (227) 576 (286) 640 (347)
n=128 896 (251) 1024 (348) 1152 (458) 1280 (575)

Discussion With b-PHA, each sensor node needs to for-
ward a reply message, of which the size is

n ∗ �log2N� (1)

bits. On the other hand, the total number of possibilities for
distributing N sensor readings into n intervals is

(
N+n−1
n

)
.



That is, we need at least, and ideally it is possible to use
only

log2[
(
N+n−1
n

)
] (2)

bits to represent the distribution of sensor readings. As
shown in Table 1, the b-PHA scheme consumes much
higher bandwidth than this ideal design. To shorten the
performance gap and improve the bandwidth efficiency, we
propose new PHA schemes in the following.

3.2 f-PHA: Function-aided Perturbed
Histogram-based Aggregation

The motivation for designing f-PHA is to reduce the
amount of information that sensor nodes have to send to the
sink, and meanwhile, it is still guaranteed that the sink can
figure out the data distribution. For this purpose, in f-PHA,
sensor nodes collaboratively aggregate some equations to
the sink, instead of directly sending the histogram. After
obtaining the equations, the sink then solves the equations
to discover the distribution information. Following the no-
tations used in the b-PHA scheme, we let N be the total
number of sensor readings and n be the number of ranges.
In addition, let Ni (i = 0, · · · , n−1) be the number of read-
ings in range i. The f-PHA includes the following steps:

System Preparation before Node Deployment Every
sensor node u is preloaded with a unique secret number su.
In addition, the sink constructs a certain number (denoted as
system parameter α) of n-variable linear functions denoted
as fi(x0, · · · , xn−1), where i = 0, · · · , α− 1. Specifically,

fi(x0, · · · , xn−1) =
n−1∑

j=0

ai,jxj , (3)

where each ai,j is a number randomly picked from
{0, · · · , 2γ − 1}, and γ is another system parameter. All
these coefficients are preloaded to every sensor node. Fi-
nally, each sensor node is preloaded a secure one-way hash
function h(.), which maps a bit string to a number belong-
ing to {0, · · · , N ∗ 2γ − 1}.

Query Launch at Sink This step is the same as that in
b-PHA.

Data Replying and Aggregation at Sensor Nodes Upon
receiving the above query message, each sensor node u re-
sponds in one of the following ways.

Case I (if node u is a leaf node). Node u replies mes-
sage 〈Reply, Nu,0, · · · , Nu,α−1〉, where each Nu,i (i =
0, · · · , α − 1) is computed as follows.

• If the reading at node u is in range (j ∗ σ, (j +
1) ∗ σ] (or [0, σ] for j = 0), then Nu,i = [ai,j +
h(u|X |i)] MOD (N ∗ 2γ).

• Otherwise, Nu,i = h(u|X |i) MOD (N ∗ 2γ).

Case II (if node u is not a leaf node). Node u first
waits until it has received replies from all of its mu chil-
dren. Let these replies be 〈Reply, Nj,0, · · · , N j,α−1〉,
where j = 0, · · · , mu − 1. Then, node u replies mes-
sage 〈Reply, Nu,0, · · · , Nu,α−1〉, where each Nu,i (i =
0, · · · , n − 1) is computed as follows:

• If the reading at node u is in range (k ∗ σ, (k + 1) ∗ σ]
(or [0, σ] for k = 0), then Nu,i = [ai,k + h(u|X |i) +∑m−1

j=0 N j,i] MOD (N ∗ 2γ).

• Otherwise, Nu,i = [h(u|X |i) +∑m−1
j=0 N j,i] MOD (N ∗ 2γ).

Post-Query Processing at Sink Similar to the b-PHA
scheme, the sink will receive from its children m0 mes-
sages: 〈Reply, Nj,0, · · · , N j,α−1〉 (j = 0, · · · , m0 − 1).
Let

ci = {
m0−1∑

j=0

N j,i −
N∑

u=1

h(X |u|i)} MOD (N ∗ 2γ),

where i = 0, · · · , α − 1. Then, we can get the following
system of linear equations

n−1∑

j=0

ai,jNj = ci, i = 0, · · · , α − 1,

where Nj (j = 0, · · · , n − 1) are n non-negative integers,
each represents the number of sensor readings in range (j ∗
σ, (j + 1) ∗ σ]. In addition,

∑n
j=0 Nj = N .

Table 2. Choice of parameter α (s.t. the sink
can identify a unique sensor reading distribu-
tion with a probability ≥ 99%; system param-
eter γ is fixed at 5)

N=16 N=32 N=64

n=16 ≥4 ≥5 ≥9
n=32 ≥5 ≥7 ≥12
n=64 ≥7 ≥9 ≥14

n=128 ≥9 ≥12 N/A

When the system parameter α is large enough, the sink
can find out Nj (j = 0, · · · , n − 1) correctly with high
probability. Table 2 shows the results we obtained from ex-
periments. For example, if r = 5, N = 32 and n = 128,
α should be at least 12 so that the sink can find out the cor-
rect distribution of sensor readings with probability 99%. In
this setting, the f-PHA schemes requires each sensor node
to send out a message of size α ∗ (log2N + γ) = 120
bits. Note that if b-PHA is employed, the size of reply is
n ∗ log2N = 640 bits. Therefore, f-PHA scheme can sig-
nificantly reduce the bandwidth consumption.



Discussion From our experiments, we also discovered
that f-PHA is not applicable to sensor networks (e.g., N ≥
128 and n ≥ 32). In these cases, the sink may take long
time to figure out the distribution of sensor readings, which
incur unacceptably high query delay. To address this issue,
we propose a hybrid PHA scheme in the following.

3.3 h-PHA: Hybrid Perturbed
Histogram-based Data Aggregation

In h-PHA, the number of readings each range i is rep-
resented as Ni = N ′ ∗ xi + N ′

i , where N ′‘N is a system
parameter, and all N ′

i are sent by using b-PHA and all xi

are sent by using f-PHA. Detailed description is as follows:

System Preparation before Node Deployment This is
the same as in f-PHA.

Query Launch at Sink The sink sends out query message

〈Query, σ, N ′, X〉,
where X is a nounce uniquely associated with this query
to thwart replaying attacks, and N ′ (N ′ < N and N ′ is a
factor of N ) is a system parameter.

Data Replying and Aggregation at Sensor Nodes Upon
receiving the query message, each sensor node u responds
as follows.

Case I (if node u is a leaf node). Node u replies

〈Reply, Nu,0, · · · , Nu,α−1, N ′
u,0, · · · , N ′

u,n−1〉.
Here, the computation of Nu,0, · · · , Nu,α−1 is the
same as in the f-PHA scheme. The computation of
N ′

u,0, · · · , N ′
u,n−1 is similar to but different from that

in the b-PHA scheme. Specifically, each N ′
u,i (i =

0, · · · , n − 1) is computed as follows:

• If the reading at node u is in range (i ∗ σ, (i +
1) ∗ σ] (or [0, σ] for i = 0), then N ′

u,i = [1 +
h(u|X |i)] MOD N ′.

• Otherwise, N ′
u,i = h(u|X |i) MOD N ′.

Note that, each N ′
u,i is less than N ′ (not N as in the b-

PHA). Hence, the size of N ′
u,i is log2N

′. If system param-
eter N ′ is set to be much smaller than N , the size for this
part of message can be reduced significantly.

Case II (if node u is not a leaf node). Node u first
waits until it has received replies from all its children, de-
noted as 〈Reply, Nj,0, · · · , N j,α−1, N ′

j,0, · · · , N ′
j,n−1〉,

where j = 0, · · · , mu − 1 and mu is the number
of children of node u. Then, node u replies message
〈Reply, Nu,0, · · · , Nu,α−1, N ′

u,0, · · · , N ′
u,n−1〉. Here,

the computation of Nu,0, · · · , Nu,α−1 is the same as in
f-PHA. The computation of N ′

u,0, · · · , N ′
u,n−1 is as fol-

lows:

• If the reading at node u is in range (i ∗ σ, (i + 1) ∗ σ]
(or [0, σ] for i = 0), then N ′

u,i = [1 + h(u|X |i) +∑m−1
j=0 N ′

j,i] MOD N ′.

• Otherwise, N ′
u,i = [h(u|X |i) +∑m−1

j=0 N ′
j,i] MOD N ′.

Post-Query Processing at Sink The sink
waits until it has received replies from all
of its m0 children. Let these messages be
〈Reply, Nj,0, · · · , N j,α−1, N ′

j,0, · · · , N ′
j,n−1〉, where

j = 0, · · · , m0 − 1. The sink goes through the follow-
ing steps to figure out Ni (i = 0, · · · , n − 1), i.e., the
distribution of sensor readings.

• First, the sink computes N ′
i = {∑m0−1

j=0 N ′
j,i −

∑N
j=1 h(j|X |i)} MOD N ′. Then, it holds that N ′

i =
Ni MOD N ′. In other words,

Ni = N ′
i + xi ∗ N ′, (4)

where xi is an unknown non-negative integer. Note
that, if

∑n−1
i=0 N ′

i = N , it must hold that Ni = N ′
i .

Otherwise, the following step should be executed to
find out xi and hence Ni.

• Second, the same as in the f-PHA scheme, the sink ob-
tains the following equations about Ni (i = 0, · · · , n−
1):

n−1∑

i=0

aj,iNi = cj , j = 0, · · · , α − 1, (5)

where

cj = {
m0−1∑

k=0

Nk,j −
N∑

u=1

h(u|X |i)} MOD (N ∗ 2γ).

• Third, combining equations (4) and (5), the sink can
get the following linear equations about xi (i =
0, · · · , n − 1):

N ′ ∗
n−1∑

i=0

aj,ixi = cj −
n−1∑

i=0

aj,iN
′
i , j = 0, · · · , α− 1.

By solving xi from these equations, the sink can also
solve Ni.

4 Performance Evaluation

Simulations are conducted to compare the performance
between the proposed schemes and the ideal design. In the
simulations, the number of sensor nodes (which is also the
number of sensor readings) varies between 32 and 1024.
The number of ranges (i.e., n) varies from 8 to 64. We focus
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Figure 1. Comparing b-PHA, f-PHA, h-PHA and the ideal design

on evaluating the bandwidth consumption of our proposed
schemes. Particularly, we use the payload size of reply mes-
sages that sent by each sensor node as the metric for evalu-
ating the bandwidth consumption. The results are deplicted
in Figure 1, which are also explained in the following.

Figure 1 (a) compares the performance of b-PHA, f-PHA
and ideal design in the context of a small-scale sensor net-
work (the number of sensor nodes N is 32). As we can see,
the ideal design outperforms f-PHA, which in turn outper-
forms b-PHA. The bandwidth consumed by these schemes
all increase as the number of ranges (n) increases. The in-
crease for b-PHA is the most fast, and its required payload
size is linear to n, while the increases of other two schemes
are much slower. Therefore, the performance advantage of
f-PHA over b-PHA becomes more and more significant as
n goes up. We can also perceive that the performance dif-
ference between f-PHA and the ideal design is small. How-
ever, our experiments (not shown here) also have indicated
that, f-PHA is not applicable to large-scale networks, in
which the computation complexity experienced by the sink
becomes very high and may rend the query delay to be un-
acceptable.

Figure 1 (b) and Figure 1 (c) compare the performance
between b-PHA , h-PHA and the idea design. Both figures
show that the ideal design outperforms h-PHA, which out-
performs b-PHA. Also, the performace difference between
the ideal design and h-PHA is much smaller than that be-
tween h-PHA and b-PHA. In addition, the differences in-
crease as the number of ranges n increases. Comparing
these two figures with Figure 1 (a), we can find out that, the
difference between h-PHA and the idea design is greater
than that between f-PHA and the idea design. This is be-
cause, by replacing f-PHA with h-PHA, we have made a
tradoff between computational complexity at the sink and
the communication overhead at sensors. That is, we reduce
the computational complexity at the cost of increasing the
bandwidth consumption. However, the performance of h-
PHA is still much better than b-PHA.

5 Conclusion

In this paper, we proposed a set of novel privacy-
preserving data aggregation schemes to support a variety
queries in sensor networks. Specifically, these include
schemes to support data aggregation in queries targeted at
special sensor data or the distribution of sensor data and
queries targeted at particular sensor nodes. Simulations
have been conducted to evaluate our schemes and the re-
sults show that our proposed advanced schemes can achieve
nearly-ideal performance in addition to providing perfect
privacy protection.
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